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Abstract

Sequence alignment of immunoglobulin (Ig) sequences is central to the computational analysis of adaptive immune receptor repertoire sequenc-
ing (AIRR-seq) data, impacting adaptive immunity research and antibody engineering. Traditional Ig sequence aligners often struggle to handle
the complexities of V(D)J recombination and somatic hypermutation (SHM), resulting in suboptimal allele assignment accuracy and sequence
segmentation. We introduce AlignAlR, a novel deep learning-based aligner that leverages advanced simulation approaches and a multi-task learn-
ing framework. AlignAlIR sets new state-of-the-art results in allele assignment accuracy, productivity assessments, sequence segmentation, and
speed. The model’s latent space captures SHM characteristics, offering more profound insights into sequence variability. AlignAIR is designed
for seamless integration with existing AIRR-seq pipelines and includes a userfriendly web interface and a container image for efficient local
processing of millions of sequences. AlignAIR represents a significant advancement in immunogenetics research and antibody engineering,
providing a critical resource for analyzing adaptive immune receptor repertoires.

Graphical abstract

AlignAIR: Multi-Task Deep Learning for AIRR-seq Alignment

TASK APPROACH OUTCOME
- Train
o VACE TN - - @Stale-of-lhe-artaccuracy %
- ermline Reference i -
e e .
l = T ppieEm e GenAIRR Ground Truth
oy o B T S Simulations . S
‘ 1 = 1 e = @ Minimal processing time f ‘
=% 3 and resource-efficient
N /A\\\}r,\‘—\,:E,',/’
& >
- @ Open source code
AlignAIR
Inference o -
: Containerized SEEEE
¢ running environment
thomask90/alignair
==
5 1 '
Y. Interactive web
=t interface
V7-81%01 J5 =
5 = L 7 3
BN SR Germine L P
] J:300-330

Introduction

Adaptive immune receptor repertoire sequencing (AIRR-seq)
has revolutionized our ability to investigate the vast diver-
sity of B- and T-cell receptors (BCRs and TCRs), provid-
ing a detailed view of immune responses to pathogens, vac-
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cines, and cancer, as well as insights into autoimmunity. Re-
ceptor diversity is generated via a stochastic process known
as V(D)J recombination, where variable (V), diversity (D),
and joining (J) gene segments are recombined during lympho-
cyte development. In B cells, this is followed by an affinity
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maturation process involving somatic hypermutation (SHM)
and affinity-dependent selection, further enhancing receptor
variability [1].

This complex process and the resulting diversity present sig-
nificant challenges in AIRR-seq data analysis, posing unique
bioinformatic approaches [2], including clonotype clustering
to group similar immune receptors likely originating from
the same ancestor cell [3], lineage tree construction to map
the evolutionary pathways of receptors [4], mutation analy-
sis to track and study SHM [5], and antigen-specificity pre-
diction to determine the targets of immune receptors [6, 7].
All these analyses critically depend on the accurate align-
ment of sequences to their respective V(D)] germline allele
sequences [8]. In the context of AIRR-seq, sequence align-
ment refers to the process of matching the sequenced im-
mune receptor reads to known germline V, D, and J gene seg-
ments to accurately identify their origin alleles and charac-
terize sequence variations. There are two main approaches
for the alignment of BCR and TCR sequences. The first
utilizes string distance-based algorithms, e.g. IgBLAST [9],
IMGT/HighV-QUEST [10], and MiXCR [11]. The second
approach employs hidden Markov models (HMMs) to pa-
rameterize the recombination process, including tools such
as Partis [12] and IHMMuneAlign [13]. While HMM-based
methods can effectively model typical rearrangement events,
their performance may degrade in the presence of exten-
sive insertions, deletions, high mutation rates, or sequenc-
ing errors. This reduction in accuracy often stems from the
probabilistic nature and the training data of HMMs, which
may not adequately capture rare or extreme mutation scenar-
ios. Consequently, HMM-based aligners can show subopti-
mal accuracy in germline allele assignment and sequence seg-
mentation [14], especially under conditions that deviate sig-
nificantly from those represented in their training sets. En-
hanced accuracy in allele detection could have important
applications, particularly in fields like vaccine development,
where precise immune repertoire profiling can inform the de-
sign of effective immunogens and predict immune responses
[15].

Recent advances in machine learning have transformed
how complex scientific problems are approached [16]. Its
enormous potential in computational biology [17] is evident
across various fields, including protein structure prediction—
exemplified by AlphaFold’s groundbreaking achievements,
which garnered recognition in this year’s Nobel Prize [18], the
development of specialized large language models for protein
sequence generation and analysis [19], and other bioinformat-
ics domains such as omics, biomedical imaging, and biomed-
ical signal processing [20].

This technological leap has also extended to the analysis of
AIRR-seq data. Machine learning has driven significant ad-
vances in modeling the underlying mechanisms and dynam-
ics of AIRRs [21, 22], and in classifying different pathologies
by analyzing immune receptor patterns [23-27]. Furthermore,
machine learning techniques have enhanced the inference of
per-sequence generation probabilities, allowing for more pre-
cise predictions on how immune receptors are generated [21,
28], identifying B-cell epitopes [29], and detecting disease-
specific signatures [30, 31].

Building on the foundation of traditional machine learn-
ing approaches, deep learning has expanded these capabilities
by applying advanced techniques to tasks such as receptor

specificity prediction [32, 33], sequence determinant charac-
terization [34], clonotype inference [35], synthetic sequence
generation [36], SHM modeling [37], and public TCR classi-
fication [38]. The ability of deep networks to generate embed-
ded latent spaces has proven instrumental in advancing these
tasks [39-41].

Several attempts have been made to apply deep learn-
ing to DNA sequence alignment, most notably through
deep reinforcement learning [42], convolutional neural net-
works [43], and large language models [44]. These approaches
have outperformed classical algorithms like MAFFT [45]
and ClustalW [46]. However, due to the unique complexi-
ties of adaptive immune receptor sequences—ranging from
the stochastic nature of VD] recombination to SHM—these
methods are not directly applicable to AIRR-seq alignment.
Existing AIRR-seq alignment tools often assume a uniform
mutation model and produce deterministic results without
providing interpretable likelihood measures. This approach
oversimplifies the inherently stochastic nature of receptor
generation and limits the tools’ ability to resolve sequence
ambiguities [14].

Only a few alignment tools provide estimates of align-
ment confidence, expressed as probabilities that reflect se-
quence uncertainty. These methods are traditionally trained
on empirical data that can capture some of these stochas-
tic events [12, 13, 47]. However, these tools are also prone
to dataset-specific biases that can affect performance. Us-
ing data with a known ground truth enables objective val-
idation of alignment method quality, providing a standard
against which performance can be evaluated. Ambiguities
that arise from sequence alterations during antibody for-
mation obscure the identification of true germline alleles,
particularly when allele sequences are highly similar [48].
This challenge is especially pronounced for the short D
alleles, where trimming and mutations leave so few nu-
cleotides that distinguishing alleles becomes nearly impossible
[14, 49].

Given these challenges, it is evident that a new approach
is needed. The stochastic nature of V(D)] recombination and
SHM requires an adequate scoring approach. Considering the
various sources of ambiguity inherent in AIRR-seq data—
ranging from mutations and trimming events to sequencing
errors—a more advanced model is needed to effectively cap-
ture and learn the underlying distributions of these stochas-
tic processes. Leveraging these distributions can effectively re-
duce ambiguities in allele detection. Likelihood-based scoring
offers a powerful solution by providing a probabilistic eval-
uation that aligns with the stochastic nature of the data, de-
livering more accurate and detailed interpretations of these
nondeterministic processes.

Here, we introduce AlignAIR, a novel deep learning-
based alignment tool designed to learn and interpret the
complexities of adaptive immune sequences. By leverag-
ing advanced simulation techniques and a multi-task learn-
ing framework, AlignAIR achieves unprecedented accu-
racy in allele assignment, productivity assessments, and se-
quence segmentation without relying on traditional align-
ment methods. Crucially, AlignAIR integrates domain-specific
knowledge of adaptive immune sequence formation with
output formats compatible with existing AIRR-seq anal-
ysis tools, ensuring optimal performance and seamless
integration.
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Material and methods

Full algorithm details

Extensive explanations of the components and their underly-
ing motivations are provided in the Supplementary Methods.
Figure 1 B shows diagrams of the neural network architec-
ture and its components, and the complete pipeline and work-
flow appear in Supplementary Fig. S1 and Supplementary
Fig. Supplementary S2 and Section 1.2 detail the struc-
ture of the input data and the method used to encode
DNA sequences. Supplementary Figs S3-S5 illustrate the
architectural designs of the feature extraction, segmenta-
tion, and classification modules. Training and inference
procedures are described in Supplementary Section S1.4
and S1.5.

Inputs and data sources

The inputs to the network are DNA sequences encoded into
vectors of tokens based on a mapping from the accepted gram-
mar to integers. The accepted grammar consists of the nu-
cleotides A, T, C, and G, the “N” base, and a padding to-
ken (see additional details in Supplementary Section S1.1.2).
To eliminate biases intrinsic to real sequence data, such as
batch effects and sequencing errors, and to avoid optimiz-
ing the model to the results of any existing alignment algo-
rithm, we generated the data using the GenAIRR simulation
suite [14]. Four datasets were generated using this framework,
corresponding to different mutation models: Uniform, SS5F
[5], SSF Opposite, and SSF 60.

Each mutation model represents a distinct approach to
simulate SHM patterns. The Uniform model assumes ran-
dom mutations uniformly spanning all positions, while the
SSF model incorporates empirical mutation frequencies based
on S-mer motifs. The S5F Opposite model uses the com-
plementary probabilities of the SSE, and the SS5F 60 model
shifts the mutation probabilities of the original S5F by 60%
to introduce inference inaccuracies. These models are fur-
ther detailed in Supplementary Section S2. Each dataset con-
sists of 15 million sequences for training and 6 million se-
quences for testing. Of the testing sequences, 3 million are
productive sequences with only mutations applied, and 3 mil-
lion are nonproductive sequences with both indels and muta-
tions. For the training datasets, the sequences are evenly split,
with 7.5 million productive and 7.5 million nonproductive se-
quences. These datasets cover a broad spectrum of alignment
challenges, from straightforward to extreme edge cases. The
dataset generation parameters are defined in GenAIRR’s [14]
Supplementary Table S3.

Training scheme

For training, the metadata produced by GenAIRR are lever-
aged (Fig. 1A.1), including the start and end positions
of each allele (V, D, and J), productivity status of the
sequence, the number of indels in the sequence, and
the mutation rate, which is defined using the following
formula:

mutation rate =

number of “N" bases + number of mutations

total sequence length

Here, “mutation rate” refers to the fraction of nucleotides in a
given sequence that differ from the naive germline. For exam-
ple, a 10% mutation rate means that 10% of all nucleotides
in the input sequence have changed from the germline state.

AlignAIR 3

This same logic applies to V, D, and J mutation rates, ex-
cept the denominator is the total number of nucleotides in
the respective gene segment rather than the entire sequence.
All V, D, and ] alleles corresponding to each input sequence
are included, where multiple assignments in the ground truth
indicate an undecidable ambiguity between multiple alleles,
which is attributed to sequence trimming rather than muta-
tions. The model is preset to accept a maximum sequence
length of 576 nucleotides but is structurally adaptable to any
size at the cost of increased memory and time complexity. The
encoded input sequences are batched into sizes of 512. The
model is trained on the 15 million training samples using a
learning rate scheduler (see Supplementary Section S1.4.2 for
the exact configuration) until convergence, typically around
500 epochs, with 150 000 sequences processed per epoch.
On an NVIDIA Titan RTX, the model reaches convergence,
completing the 500 epochs in ~15 h. The embedding layer of
the model combines two traditional embedding layers. One
layer encodes the nucleotides of the input sequence as inte-
gers and embeds them into a higher-dimensional space, while
the other embeds the relative positions of these nucleotides
into the same space. These embeddings share the same shape
and are summed element-wise to form the final input embed-
ding used by the model. Specifically, the first layer embeds
each nucleotide, and the second layer embeds each position
(e.g. integers 1-576). The resulting embedding at position k
is the sum of the nucleotide embedding and the position em-
bedding (see Supplementary Section S1.2.1 for a formal def-
inition). The model is trained in a supervised fashion using a
custom loss function incorporating multiple auxiliary losses
with dynamic scaling (see Supplementary Section S1.3 for the
exact definition of the loss function and dynamic scaling). The
first auxiliary task involves predicting the locations of the V,
D, and ] alleles within the input sequence, which generates
binary masks applied to the positional embeddings using the
Hadamard product (Fig. 1B). The three resulting masked po-
sitional embeddings are then passed through residual convo-
lutional feature extraction blocks (see Supplementary Section
$1.2.2 for the exact definitions). Additionally, an extra fea-
ture extraction block is connected to the positional embed-
dings to create a latent space for meta-task predictions, in-
cluding regression for the number of indels, mutation rate re-
gression, and sequence productivity status classification. Fi-
nally, the latent spaces created by the individual feature ex-
traction blocks for each V, D, and ] allele are passed through
a shallow, dense network to produce a likelihood vector over
all the options in the germline reference used per V, D, and ]
(Fig. 1B).

A step-by-step overview of the AlignAIR ML
pipeline

This section provides a concrete, step-by-step walkthrough
of how AlignAIR trains and infers the alignment of V,
D, and ] segments for a given input sequence. By illus-
trating each stage, we aim to clarify whether V, D, and
J computations occur in parallel or sequentially, how the
model segments at the single-position level, and how the
alignment process unfolds. Supplementary Fig. S1 offers
a high-level schematic illustration. Here, we elaborate on
the individual steps in both the training and the inference
modes.
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Figure 1. (A) The AlignAIR suite comprises four main stages. The first phase involves data simulation using the GenAIRR package [14], which generates
an exhaustive and unbiased dataset for both training and testing, featuring reliable ground truths and a variety of sequence conditions. The second
phase details the training procedure of the AlignAIR deep learning architecture, including innovative components and a dynamic loss function. The third
phase illustrates the inference process performed by the trained AlignAIR model, complemented by a suite of tools and post-processing algorithms that
ensure compatibility with the AIRR schema for seamless integration with existing AIRR-seq analysis tools. The fourth and final phase highlights the
available interfaces: an easy-to-use web interface for quick, insightful sequence analysis suitable for smaller datasets, and a Docker image for efficient
local processing of millions of sequences. (B) An architecture diagram depicting the core components and structure of the AlignAIR model. The
workflow includes specialized feature extraction blocks for each segment (V, D, and J), allowing for precise segmentation and positional embedding
within input sequences. Each block is equipped with dedicated layers to enhance the recognition of allele likelihoods. The internal structure of a feature
extraction block is shown as an abstraction in the bottom right corner. Created in BioRender. Peres, A. (2025) https://BioRender.com/q08a035.
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Input and tokenization

Training

Each raw DNA sequence is first tokenized into integer val-
ues (see Supplementary Section S1.1.2). Sequences exceed-
ing 576 nucleotides undergo the optimal region selection
(Supplementary Section S1.1.1). For each tokenized sequence,
we have ground-truth labels indicating

e the start and end positions of the V, D, and ] segments
(or no segment present).;

o the true alleles for each segment (multi-hot if multiple
alleles can fit);

e productivity status, mutation rate, and indel count.

All of these are compiled into batches for efficient training.

Inference

The same tokenization process applies. However, no ground-
truth labels are given, only the raw sequences (optionally with
known chain type).

Embedding

Both the training and the inference proceed by embedding
each token (nucleotide) via (i) a token embedding matrix and
(ii) a positional embedding layer (Supplementary Section S1.
2.1). The result is a matrix (sequence length x embedding di-
mension) capturing both the identity and the position of each
nucleotide.

Initial segmentation prediction
Parallel feature extraction

AlignAIR uses three parallel convolutional residual blocks
(one each for V, D, and ]) to process the embeddings.
Each block produces features specialized to detect potential
start/end boundaries for its respective segment.

Fy = ConvResidualBlocky (E),
Fp = ConvResidualBlockp (E),
F; = ConvResidualBlock;(E),

where E is the embedded input.

Position-level outputs

Dense layers on top of each block output start and end coor-
dinates for the corresponding segment. These are real-valued
predictions (e.g. 123.7). We round them to integer indices to
create an initial boundary estimate for each segment:

-~ -~ o~ -~

(i/\starta i/\end )» (dstarh dend )7 (istarts jend)'

Thus, segmentation occurs in parallel for V, D, and .

During training, the model is heavily penalized whenever
there is an overlap between predicted indices, and in practice
no such overlaps are observed. As an additional safeguard, if
the predicted end of one segment exceeds the predicted start
of the next segment, we cap the former by the latter to avoid
any overlap.

Masking and segmented embeddings

For each segment, we create a binary mask spanning the pre-
dicted boundaries. We then apply element-wise multiplication
(Hadamard product) to isolate each segment’s portion of the

AlignAIR 5

embedded sequence:

Ev = E0O My,
Ep = E O Mp,
EJ :E@MJ

As a result, each segment-specific embedding is “zeroed out”
except for the region predicted to belong to that segment.

Segment classification

Parallel feature extraction for allele calls We feed Ev, Ep,
and Ej into additional convolutional residual blocks (distinct
from the initial boundary-detection blocks). These produce
segment-specific feature vectors, from which we perform clas-
sification:

F 1.ss.v = ConvResidualFeatureBlocky (Ey),
F 1.ss.0 = ConvResidualFeatureBlockp (Ep),

Fjass ) = ConvResidualFeatureBlocky(Ey).

Allele likelihoods

For each segment, a dense layer with sigmoid activation out-
puts a vector of length Ky, Kp, or K}, representing the refer-
ence’s known V, D, or ] alleles. Hence,

pPv = O[Dense(Fclass,V)]a
Pp = G[Dense(Fclass,D)]v
P = O—[Dense(Fclass,])]y

where each py[7] is the likelihood that allele i was used, and
similarly for D and J.

Meta-tasks (mutation rate, indels, productivity)

Separate feature extraction

In parallel to steps 3-5, a dedicated path processes the un-
masked embeddings E to predict meta attributes. A convolu-
tional residual block yields Fea, which is fed into dense lay-
ers for regression (mutation rate, number of indels) and binary
classification (productivity):

(mut, indels, prod) < Fpeca.

These tasks run independently and do not alter the segmenta-
tion or allele classification computations.

Training process
During training, AlignAIR

1. minimizes a multi-task loss Ly, summing seg-
mentation, classification, and meta-task terms
(Supplementry Section 1.3);

2. receives ground-truth boundaries (start/end), ground-
truth allele multi-hot vectors, and meta-task labels;

3. iteratively updates all network parameters so that seg-
mented embeddings, allele calls, and meta attributes
converge to their correct targets.

The parallel architecture means that the model infers V, D,
and ] boundaries simultaneously, not in a cascade.

Inference and post-processing

Once trained, the model receives an input sequence,
tokenizes/embeds it, and produces:
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o segment boundaries (Ugiart, Uend)s €1C;
e allele likelihood vectors (pv, pp, py);

* meta-task outputs (mut, indels, prod).

Optionally, we apply post-processing rules (Supplementary
Section S1.5) to filter or threshold multiple allele calls and to
align the predicted segments with the germline reference for
final reporting.

Single-position alignment clarification

AlignAIR does not perform single-nucleotide alignments in
a classical sense (like Smith—Waterman). Instead, it predicts
continuous boundaries for each segment, and then masks the
embedding inside those boundaries. Thus, it learns an im-
plicit “alignment” at the segment level rather than iterating
over each position. If a user requires single-nucleotide align-
ment post hoc, the model’s predicted boundaries can be re-
fined using a standard local or global alignment approach (see
Supplementry Section S1.5.3).

By detailing each step in the pipeline—input tokenization,
embedding, parallel boundary detection, segmentation, allele
classification, and meta-task predictions—we illustrate how
AlignAIR handles V, D, and ] computations concurrently
and how it performs segmentation without classical single-
nucleotide alignment. This approach provides a robust frame-
work for deep learning-based Ig alignment and classification.

Inference scheme

The inference of the AlignAIR model consists of two stages.
In the first stage, the model generates raw predictions, which
primarily include metadata such as indel count, mutation
rate, and productivity status, as well as allele likelihoods and
initial segmentation estimates. These predictions require ad-
justments to account for preprocessing steps, such as input
sequence padding, which can impact the segmentation esti-
mates (Fig. 1A.3). The second stage involves extensive post-
processing designed to transform the raw model predictions
into a tabular format that aligns with the AIRR schema [50].
The post-processing primarily focuses on converting the pre-
dicted likelihoods into assignment labels per allele, determin-
ing meaningful start and end positions for each allele, as well
as the germline start and end positions. Additionally, it filters
out redundant or inaccurate estimates and can optionally de-
rive a personalized genotype (detailed post-processing defini-
tion in Supplementary Section S1.5).

Metrics

The allele assignment is evaluated using the “agreement” con-
vention presented in GenAIRR [14]. According to this con-
vention, a sequence assignment is considered correct if the in-
tersection between the predicted alleles and the ground truth
alleles is not empty.

Segmentation quality is assessed using the root mean
squared error (RMSE) metric. RMSE is calculated by compar-
ing the absolute start and end positions of each of the V, D,
and ] alleles in the ground truth segments to the corresponding
predicted positions.

The accuracy of the productivity status classification is eval-
uated using the ratio of correctly classified instances. In our
case, the GenAIRR framework ensures a balanced represen-
tation of both productive and nonproductive sequences, al-
lowing for a straightforward accuracy measurement.

Benchmarking setup

We designed two benchmarking setups, one based on simu-
lated data and the other on real-world sequencing data. For
the simulation-based evaluation, we followed the procedure
outlined in GenAIRR [14], generating four datasets, two for
the heavy chain and two for the light chain, each consisting of
6 million sequences. Mutations were introduced using the S5F
model [5] to replicate the statistical features observed in ex-
perimental AIRR-seq data. To ensure broad allele representa-
tion and eliminate biases, alleles were selected uniformly from
the AIRR-C reference set [51]. For each chain, one dataset
contained only productive sequences, representing standard
AIRR-seq conditions, while the other was unfiltered, including
mostly nonproductive sequences to evaluate alignment perfor-
mance under more challenging conditions.

For real-world data validation, we analyzed a dataset con-
taining both genomic annotations and IgG AIRR-seq reper-
toires from a public study (PRJNAS555323 [52]). Four samples
were selected with sufficient genomic coverage and repertoire
depth, also examined in a recent study [48]. Genomic data
were obtained from VD]Jbase [53], and AIRR-seq reads were
processed as described previously [52]. To establish a genotype
for each sample, we filtered out non-functional alleles and re-
tained only those with valid recombination signal sequences,
ensuring that only well-supported alleles were included. Novel
alleles inferred from genomic data were excluded to maintain
consistency across aligners. Each tool was then applied to an-
notate the IgG repertoire using the AIRR-C reference set [51],
and its performance was evaluated based on agreement with
the inferred genomic genotype.

Results

AlignAIR outperforms other aligners in allele
classification, segmentation, and productivity
estimation

As illustrated in Fig. 1A, the AlignAIR framework is built
around four core components that enable its high accuracy
and performance. Training an aligner based on experimen-
tal data is hindered by the lack of verified ground truth.
For this reason, the initial component of AlignAIR is the
GenAIRR [14] simulation suite, which generates comprehen-
sive and unbiased datasets for both training and testing. For
a concise overview of GenAIRR, please see Supplementary
Section S4. These datasets provide reliable ground truths
across a variety of conditions. For unbiased training, a dataset
with an equal representation of V(D)]J alleles is utilized. For
the heavy chain, V-D, D-J, and V-D-] allele combinations were
equally represented, while for the light chain, only V-] allele
combinations were equally represented. The second compo-
nent involves the training of the deep architecture, which in-
tegrates innovative convolutional blocks and a novel multi-
task loss function (Fig. 1B), specifically designed to capture
the complex ambiguities present in AIRR-seq data, such as se-
quencing errors, sequence corruptions, indels, and SHM. This
structure enables the model to accurately segment the V(D)]
alleles, assign likelihoods to each allele, and predict other meta
attributes such as productivity status and mutation rate. The
third component, the inference phase, involves AlignAIR post-
processing its predictions using a suite of tools and algorithms
that ensure compatibility with the AIRR schema [50], facil-
itating seamless integration with existing AIRR-seq analysis
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Figure 2. Benchmarking performance of AlignAIR, IgBLAST, and Partis on immunoglobulin sequence analysis. (A) V allele agreement of alignment tools

(AlignAlIR, IgBLAST, and Partis) on productive sequences across varying V mutation rates. (B) J allele agreement on productive sequences across varying

J mutation rates. (C) D allele agreement on sequences with mutations across varying D segment lengths. (D) Segment start and end regression RMSE
for productive sequences at different positions. (E) D allele agreement on non-mutated sequences across different D segment lengths. (F) Retrieval rate
of V calls in IgG AIRR-seq data, representing the proportion of sequences for which each aligner returned results across different samples. (G) Retrieval

rate of V calls that match the genomic genotype, indicating the proportion of expressed IGHV alleles correctly identified by each aligner. (H) Fraction of V

calls that do not match any allele in the genomic genotype, reflecting potential misassignments. () Retrieval rate of D calls in IgG AIRR-seq data, similar

to panel (F), but for IGHD alleles. (J) Retrieval rate of D calls matching the genomic genotype, analogous to panel (G) but for IGHD. (K) Fraction of D calls

that do not match any allele in the genomic genotype, analogous to panel (H) but for IGHD. In panels (F)-(K), the x-axis represents the aligners, and the

colored points correspond to different samples, as indicated in the legend.

pipelines [54]. The fourth and final component, the implemen-
tation phase, offers a choice between a user-friendly web inter-
face for quick analysis of smaller datasets and a scalable local
installation for efficient processing of millions of sequences.
To ensure platform independence, a Docker image is provided
(see the “Docker image and model prediction parameters” sec-
tion ). This versatility makes AlignAIR accessible to a wide
range of use cases, from individual researchers interested in
a handful of accurate Ig alignments to large-scale genomic
studies.

To comprehensively evaluate AlignAIR, we employed the
procedure outlined in GenAIRR [14], utilizing four indepen-
dently generated datasets: two for the heavy chain and two for
the light chain. Each dataset comprised 6 million sequences,
with mutations introduced via the S5F model to replicate the
statistical features observed in experimental data (see the “In-
puts and data sources” section). For each chain, one dataset

was filtered to include only productive sequences, while the
other was left unfiltered, comprising mostly nonproductive
sequences. Both sets provide a uniform representation of all
V(D)]J alleles in the germline reference [55]. The two datasets
were aligned using AlignAIR and compared with the IgBlast
and Partis, both of which have demonstrated high accuracy
in prior benchmark studies [14, 56]. AlignAIR demonstrated
superior performance compared to IgBlast and Partis in ac-
curately assigning V, D, and ] alleles across various mutation
rates (Fig. 2A, B, C, and E, and Table 1).

For V segments, AlignAIR maintained a higher agreement
rate with the ground truth compared to IgBLAST and Par-
tis, especially as the mutation rate increased beyond 10%
(Fig. 2A). A similar trend was observed for | alleles, where
AlignAIR’s accuracy remained stable, even when mutation
rates exceeded 15%(Fig. 2B). Assigning D alleles to mu-
tated Ig sequences with trimmed D segments is the most
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Table 1. Comparison of various Ig sequence aligners based on key criteria, including custom reference support, operational efficiency, and accuracy

across different mutation rates (MR)

Criteria AlignAIR IgBLAST Partis
Prod. Non Prod. Non Prod. Non
Accepts custom reference v v v
6M seqs runtime (min) 48 2200 5400
V accuracy (MR <10%) 98.36 97.95 97.68 97.13 96.26 94.23
V accuracy (MR >10%) 94.58 91.90 90.32 89.05 85.76 84.48
J accuracy (MR <10%) 99.92 99.87 99.68 99.43 99.72 99.23
J accuracy (MR >10%) 98.64 97.62 95.16 93.91 97.77 97.22
D accuracy (length <10) 56.78 55.67 39.16 38.38 36.74 35.98
D accuracy (length >10) 84.44 83.60 69.42 69.17 73.75 73.19
V 3 RMSE 2.79 5.10 1.88 4.04 1.57 5.38
D 5" RMSE 3.84 4.71 7.43 8.16 5.69 7.01
D 3’ RMSE 3.97 4.75 6.75 7.44 4.97 8.42
J 5 RMSE 2.31 3.10 6.56 7.55 2.01 6.44
Productivity accuracy 99.21 99.38 99.70 96.99 89.30 98.74

Accuracy metrics are reported separately for productive (left) and nonproductive (right) sequences, with the top results highlighted in bold. RMSE measures
the precision of segment start and end position predictions; lower values indicate higher precision.

challenging task of an aligner. This is because of the shorter
length of D segments compared to V and ] segments, their
frequent trimming during recombination, and the high de-
gree of similarity among D alleles (Supplementary Fig. S8).
AlignAIR excels in this task in both mutated (Fig. 2C) and
unmutated (Fig. 2E) sequences. Proper sequence segmenta-
tion is crucial for accurate attribution of SHM events to spe-
cific segments and for reliable assessment of sequence pro-
ductivity. Based on our performance evaluation, we observed
that AlignAIR obtained a significantly lower RMSE, indicat-
ing that its predicted start and end positions were closer to
the ground truth. However, for the V-3’ region, IgBLAST pre-
sented a slightly lower RMSE (Fig. 2D). In terms of accu-
racy in predicting sequence productivity status, AlignAIR per-
formed slightly better than Partis. Both AlignAIR and Partis
classified sequences by productivity status with near-perfect
accuracy, while IgBlast demonstrated a slightly higher rate of
false positives (see Supplementary Fig. SI0D-F). Analogous
results for nonproductive sequences regarding allele assign-
ment, segmentation, and productivity classification are pre-
sented in Supplementary Fig. STOA-F.

To comprehensively evaluate aligners on real-world
datasets, we utilized a unique dataset containing both ge-
nomic and matching IgG-specific AIRR-seq data from the
same individuals [52]. This dataset enables the assessment of
alignment accuracy on expressed AIRR-seq data while lever-
aging high-quality genomic annotations as the ground truth
for alignment calls. The analysis focused on four samples
with sufficient genomic coverage and repertoire depth, which
were also used in a recent study [48]. First, we assessed the
proportion of actual IgG sequences for which each aligner
successfully returned results across the four samples. Alig-
nAIR provided annotations for all queried sequences, with
IgBLAST slightly trailing behind, whereas Partis failed to
return results for ~3% of the sequences, depending on the
sample (Fig. 2F). Next, we examined the fraction of IGHV
alleles present in the personalized genotype that were detected
in at least one sequence of the expressed repertoire. AlignAIR
and IgBLAST achieved comparable retrieval rates, detecting
nearly all alleles with a mean retrieval of ~90%, whereas
Partis exhibited significantly lower coverage (Fig. 2G).
To further evaluate the precision of allele assignment, we

quantified the fraction of sequences with alignment calls
that did not match any allele in the personalized genotype.
AlignAIR demonstrated the lowest rate of such mismatches,
outperforming both IgBLAST and Partis (Fig. 2H), indi-
cating improved precision in allele assignment. An analog
analysis was performed for the IGHD alleles (Fig. 2I-K). All
aligners successfully retrieved 100% of the alleles present
in the personalized genotype (Fig. 2J). However, AlignAIR
outperformed the other tools by minimizing the proportion
of sequences assigned to alleles absent from the genomic
reference (Fig. 2K).

Considering all these, the results underline AlignAIR’s ro-
bustness, especially in the context of high mutation rates and
corrupted sequences, setting a new state-of-the-art result in
correctly assigning and properly segmenting V(D)J alleles.

AlignAlIR’s likelihoods capture alignment
uncertainty

The availability of a meaningful likelihood distribution across
the reference alleles offers significant advantages in inference
over traditional alignment scores. These likelihoods encapsu-
late a wide range of parameters influencing the model’s de-
cisions, including the mutation model, mutation rate, indels,
trimming, corruptions, and reference sparsity, which refers to
the similarity distribution among alleles in the reference. To
demonstrate how the likelihoods produced by AlignAIR cap-
ture the uncertainty in the reference assignments, we aggre-
gated the likelihoods for each allele in the reference across all
V, D, and J genes (see Fig. 3A). The likelihoods were grouped
into intervals of 0.1, ranging from 0 to 1. The average percent-
age of agreement under each bin was calculated (see Fig. 3B)
and compared with the likelihoods generated by the closest
alternative, Partis (see Fig. 3C).

Figure 3B demonstrates solid agreements between Alig-
nAIR’s likelihood and the empirical allele assignment accu-
racies. For example, as indicated with dashed lines in Fig. 3B,
when the likelihood assigned to an allele in any of the V, D,
and ] genes is at least 70%, there is a corresponding 70%
chance of a correct assignment. Conversely, when the likeli-
hood value falls below 20%, the confidence in the assignment
similarly drops to below 20%. This linear relationship high-
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Figure 3. (A) A schematic summary of how AlignAlIR likelihoods are produced. An Ig sequence is fed into the AlignAIR model, which generates a
likelihood vector for each gene type, assigning a likelihood value for each allele in the reference set. These likelihoods are then normalized by the total
likelihood sum. The final assignment for the given Ig sequence is chosen using a dynamic threshold approach, capped at a maximum number of alleles.
(B) Average normalized likelihoods produced by AlignAlR, illustrating how the model’s likelihoods relate to the assignment confidence. Examples of 20%
and 70% likelihoods are emphasised with dots to show the agreement between the likelihoods and the observed agreeement. (C) Similar to panel (B),
but using the likelihoods produced by Partis instead of AlignAlIR. (D-F) Agreement rates (on V, D, and J alleles, respectively) for AlignAIR alone, plotted
against the average mutation rate. Curves compare three prediction strategies: Top 1 (highest-likelihood single assignment), Top 3, and the dynamic
threshold approach. (G-1) Agreement rates for Partis (Top 1, Top 3) compared against AlignAlR's dynamic threshold approach, plotted against the average
mutation rate for V, D, and J alleles. The solid line denotes the dynamic threshold approach in all panels, demonstrating improved consistency and
accuracy relative to single-likelihood (Top 1) predictions. Created in BioRender. Peres, A. (2025) https://BioRender.com/t68bjb2.
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lights the robustness of the likelihood values as indicators of
assignment accuracy.

Figure 3C presents the same graph using likelihoods pro-
duced by Partis, offering a comparative perspective. This com-
parison demonstrates that AlignAIR’s likelihood estimates
more effectively reflect alignment confidence and accuracy.

To capture the probabilistic nature of sequence align-
ment results and maintain compatibility with established
tools like IgBLAST and HighV-QUEST, AlignAIR outputs a
set of possible allele assignments. The set size is capped at
three and determined by a dynamic threshold approach (see
Supplementary Section S$1.5.2), which adjusts the number of
assignments based on the model’s confidence scores. This
method ensures that the selections are optimized for agree-
ment with the naive strategies of returning the Top 1, Top 2,
or Top 3 likelihoods while maintaining a consistent format
with traditional tools.

In Fig. 3D-E we plot the agreement rates against the av-
erage mutation rates for V, D, and ] alleles for different pre-
diction strategies (Top 1, dynamic threshold, Top 3) for both
AlignAIR and Partis. These plots indicate that AlignAIR con-
sistently outperforms Partis in V and ] allele assignments
across all mutation rates. For D alleles, this advantage be-
comes pronounced as mutation rates increase. As mentioned,
the number of returned results is capped at a maximum of
3, even with the dynamic threshold approach, to maintain
precision. This limitation is demonstrated in Supplementary
Fig. S7, which shows the average number of calls as a function
of mutation rate.

Supplementary Fig. S7 further supports these findings by
showing the distribution of likelihood sums and differences
across V, D, and J alleles in AlignAIR’s predictions. For V and
J alleles, the sum of likelihoods correlates consistently with the
number of ground truth alleles, while D alleles exhibit higher
uncertainty, as expected due to their shorter length and short
inter-allele discriminative regions [14]. The probability distri-
butions of the difference between the maximum likelihood
and the fourth-highest likelihood for each allele type reveal
that AlignAIR maintains high confidence in its predictions for
V and ] alleles, with clear distinctions between top likelihoods.
In contrast, D alleles show greater uncertainty, indicated by
smaller differences between likelihoods, reflecting the inher-
ent challenge in predicting these alleles.

Overall, these results demonstrate that the likelihoods pro-
duced by AlignAIR are reliable indicators of alignment con-
fidence and are also crucial for maintaining high accuracy in
allele assignments, effectively accounting for the inherent un-
certainties in alignment tasks.

AlignAlIR effectively learns mutation models

To evaluate AlignAIR’s ability to learn and differentiate be-
tween mutation models, we trained AlignAIR using four mu-
tation models (see Supplementary Section S2) and tested its
prediction accuracy across these models. Figure 4A illustrates
the average agreement scores for AlignAIR’s V allele predic-
tions when trained and tested on different mutation mod-
els, including three SSF variants (SSF Classic, SSF Opposite,
and SSF 60) and the uniform mutation model, all with mu-
tation rates below 10%. The results demonstrate that Alig-
nAIR maintains high agreement scores across all models, rang-
ing from 99.14% to 99.40%. This consistency underscores
the model’s robustness, demonstrating its ability to effectively

generalize across different mutation models without signifi-
cant loss in accuracy at low mutation rates.

Figure 4B presents the average agreement scores for V al-
lele predictions at higher mutation rates (10%-25%). While
we observed greater variability, particularly when using the
SSF Opposite model, AlignAIR still achieves high accuracy,
with agreement scores ranging from 93.71% to 97.09%. The
diagonal in Fig. 4B emphasizes the AlignAIR’s reliability on
the mutation model used in its training; the best performance
is seen here in cases where the training and testing data share
the same mutation model.

This variation in performance highlights AlignAIR’s adapt-
ability to mutation models that share structural patterns with
its training data. Specifically, when AlignAlIR is trained on the
SSF model, it captures the nuanced mutational dynamics and
context-specific nucleotide propensities unique to this model.
The S5F 60 model, although it has a shifted mutational prob-
ability, still aligns with the core mutation trends defined by the
SSF Classic model, maintaining some consistency in the mu-
tation hotspots and patterns. This overlap allows AlignAIR
to transfer the learned mutation structure from SSF Classic to
SSF 60, resulting in better generalization and alignment accu-
racy.

In contrast, when AlignAIR is trained on the SS5F Opposite
model, the mutation landscape is inherently inverted, leading
AlignAlIR to learn a distinct pattern of nucleotide changes that
diverges from the trends seen in both SSF Classic and SSF 60.
This inversion limits the model’s adaptability when tested on
SSF 60, as seen in the figure, where the performance drops to
94.13%. Since SSF Opposite’s mutation probabilities are re-
versed, AlignAIR’s latent space representation becomes highly
specialized to this opposite structure, which hampers its ability
to generalize to SSF 60’s modified, but non-inverted, mutation
patterns.

These findings underscore the importance of training on
mutation models that align closely with expected data charac-
teristics to optimize model performance, particularly at high
mutation rates.

Figure 4C and D explores how well AlignAIR captures
the underlying mutation dynamics in its latent space. In
Fig. 4C, we visualize the Euclidean distance between the la-
tent projection of unmutated germline V alleles and germline
alleles with varying mutation numbers (x-axis) when Alig-
nAIR is trained on data with mutations following the SSF
model. The increasing Euclidean distance as the number of
mutations rises highlights how sequences progressively di-
verge in the latent space as mutations accumulate. Specifi-
cally, when AlignAIR is trained on SSF-mutated sequences
and tested on sequences mutated using the same model,
the divergence from unmutated germlines is more con-
trolled than the sequences where mutations were applied
uniformly. This suggests that using a biologically relevant,
nonrandom mutation model enables leveraging additional
structural information inherent in real sequencing data, en-
hancing the model’s ability to recognize observed sequence
patterns.

In contrast, Fig. 4D displays the same Euclidean distance
metric when AlignAlIR is trained on data generated using a
uniform mutation model. The results show that the model’s
latent space is less robust to context-specific patterns when
trained on uniform mutations. As a result, sequences with mu-
tations following the SSF model diverge more quickly from the
unmutated germlines than those with uniformly applied mu-
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Figure 4. The average agreement score comparison of AlignAIR's prediction of V calls when trained and tested on different mutation models with a
mutation rate below 10% (A) and between 10% and 25% (B). The Euclidean distance between the V germline alleles with a given number of mutations
(x-axis) and the unmutated germline alleles in the AlignAIR V latent space, trained on data using the S5F mutation model (C) and uniform model (D). The
blue line represents sequences where the mutations follow the S5F model, while the orange line represents sequences with the same number of
mutations applied using the uniform mutation model. (E) lllustration of the experimental protocol used to demonstrate that AlignAIR's likelihoods
successfully capture the effect of the mutation model embedded in the data. (1) Two alleles differing by exactly one base are selected. (2) A synthetic
sequence with a third nucleotide at the position of difference is created. Given a nonuniform mutation model, the likelihood that the selected alleles will
mutate at this position to transform into the synthetic sequence is not necessarily equal. (3) The mutation model's mutability likelihood and AlignAIR
likelihood for both alleles given the synthetic sequence are derived. (4) This protocol is repeated for all allele pairs differing by exactly one position,
recording the likelihood differences. (5) This is done twice: once with a nonuniform mutation model (S5F) and once with a uniform model. (F) Scatter plot
of the differences between the likelihoods and the mutation model mutability differences for all allele pairs that differ by a single nucleotide for the
uniform (orange) and S5F (blue) mutation models. Each quadrant also displays the percentage of allele pairs sharing the same relationship. Created in
BioRender. Peres, A. (2025) https://BioRender.com/s0gxnfu.
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tations, highlighting the impact of the training data’s structure
on model robustness.

Both panels (4C and D) illustrate how the underlying latent
space of the V allele classification in AlignAIR is influenced by
the mutation rate and the type of mutation model applied.

We further explored the model’s latent space by tracking
how each germline allele shifted as mutations accumulated.
By simulating and projecting these movements with Princi-
pal Component Analysis (PCA), we could see how the alleles
“drift” in this space. As the mutation level increased, the al-
leles moved closer to a common region where we had also
projected random DNA sequences. This convergence high-
lights that with more mutations, the germline alleles become
less distinct and resemble random sequences, as shown in
Supplementary Fig. S9.

Beyond tracing allele movements in latent space, another
crucial aspect of understanding mutation model learnability
lies in examining the likelihood scores AlignAIR assigns to
different allele classifications. These likelihoods offer a win-
dow into the model’s sensitivity to mutation contexts, espe-
cially when those mutations are driven by specific nucleotide
arrangements, as in the SSF model. We can assess how well the
model reflects context-dependent mutational trends by com-
paring AlignAIR’s likelihood predictions against the empirical
mutability scores. This comparison provides further insight
into how AlignAIR has internalized and learned the distinct
mutational patterns defined by SSE.

To investigate how well AlignAIR captures mutational dy-
namics, we compared the likelihood scores generated by Alig-
nAIR when predicting allele assignments to the SSF mutability
score. Given that AlignAIR was trained on the SSF mutation
model, we aimed to test whether its likelihoods are sensitive to
context-dependent mutations as described by this model and
whether these likelihoods align with the biological mutability
scores of the SSF model. The goal was to evaluate whether
AlignAIR could correctly reflect the varying mutability of al-
leles, particularly where mutation probability is influenced by
the nucleotide context. By comparing these likelihoods, we
gain insight into how effectively AlignAIR has learned the nu-
ances of the S5F-driven mutational patterns. We followed a
specific protocol (Fig. 4E): (i) We selected pairs of alleles (in
this case, allele 05 and allele 06) from the reference, which
differs at a single position (Fig. 4E.1). For simplicity, we re-
fer to allele 05 as “A” and allele 06 as “B” in the following
text. (ii) We then created a third synthetic sequence, where the
differing positions contains a nucleotide that does not match
either A or B (Fig. 4E.2). In cases with nonuniform mutations,
the likelihood of the differing position mutating from A to the
synthetic sequence is not equal to the likelihood that it was
mutated from B, as the five-nucleotide context of these alleles
is different in this position. (iii) Next, we extracted the Alig-
nAIR likelihoods and the SS5F mutability likelihoods for these
sequences (Fig. 4E.3 and E.4). We compared these likelihoods
to assess whether AlignAIR’s likelihoods agree with the SSF
mutability scores when the model is trained on S5F-mutated
sequences.

This experiment was repeated for all pairs of alleles differ-
ing at a single position. We plotted the difference in likelihoods
assigned by AlignAIR for alleles A and B (y-axis) against the
difference in S5F mutability scores for the same alleles (x-axis,
Fig. 4F). A strong correlation was observed for the S5F-trained
model (R? = 0.778) compared to the uniform-trained model
(R? = 0.001), indicating that AlignAIR effectively learns the

SSF mutation model. For 95% of allele pairs, where allele
A had a higher likelihood than allele B of transitioning to
the synthetic sequence according to the SSF mutability scores,
AlignAIR predicted the same trend (Fig. 4F, Q1). Conversely,
where allele A had a lower likelihood than allele B was true
for 74% of the pairs (Fig. 4F, Q3). This agreement is signifi-
cantly higher than observed when using AlignAIR trained on
data with uniform mutations, which shows near-random per-
formance (Fig. 4F, orange).

Implementation

Docker image and model prediction parameters

AlignAIR can be easily deployed using a Docker image, ensur-
ing a consistent environment across different computational
platforms. The Docker setup simplifies the installation pro-
cess, requiring only the Docker to be installed on the host ma-
chine. The Dockerfile configures the necessary environment,
installs dependencies, and sets up the AlignAIR model for pre-
diction.

When predicting with the model via Docker, several pa-
rameters can be adjusted to control the prediction process,
offering users a high level of customization. Users can spec-
ify paths for the saved model weights, the output directory
for alignment results, and the input sequences file. The chain
type (e.g. heavy or light) can also be set, along with configu-
ration files for different chain data. Other adjustable parame-
ters include the maximum input size for the model, batch size
for processing, and thresholds for predicting V, D, and J alle-
les. Additionally, options are available to translate names to
ASCs [48] from IUIS—necessary because the model is trained
on ASC alleles rather than IUIS names—fix DNA orientation,
and use custom orientation models. These parameters ensure
that the prediction process is highly controllable, allowing
users to fine-tune the model to their specific needs. The use
of Docker further enhances reproducibility and ease of use,
making AlignAIR accessible to a wide range of researchers.

Web interface at AlignAlR.ai

The AlignAIR suite is also accessible through a web inter-
face hosted at https://alignair.ai/. This platform offers a user-
friendly experience, enabling researchers to perform sequence
alignment without needing extensive computational resources
or technical expertise in deep learning. The web interface pro-
vides several key benefits. It is designed to be intuitive, allow-
ing users to upload sequences and configure alignment settings
with minimal effort. The platform includes comprehensive vi-
sualization tools for aligned data, helping users to interpret
and analyze results easily. Additionally, users can export the
aligned sequences and accompanying reports directly from the
platform, facilitating further analysis and documentation.

Supplementary Fig. S11 shows examples of the web inter-
face, highlighting its features and usability. This interface en-
sures that AlignAIR’s powerful alignment capabilities are ac-
cessible to a broader audience, promoting its adoption in the
AIRR research community.

Discussion

The results presented in this study underscore the significant
advancements introduced by AlignAIR in immunogenetics,
particularly in enhancing Ig sequence alignment. By leverag-
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ing a multi-task deep learning framework and simulation-
based training, AlignAIR addresses the complexities of V(D)]
recombination and SHM. It surpasses existing tools in allele
classification accuracy and introduces new capabilities in se-
quence segmentation, metadata estimation, and productivity
classification, enabling a more comprehensive analysis of im-
mune receptor repertoires. Primarily trained on B-cell light
and heavy chains, AlignAIR’s versatile framework is also de-
signed to support T-cell receptor alpha and beta chains, with
model training and validation pending, thereby broadening its
applications across immune receptors.

A key component of AlignAIR’s success is its integration
of domain-specific knowledge with advanced simulation tech-
niques, particularly through the use of simulated sequences
generated by the GenAIRR simulation suite [14]. Experimen-
tal datasets often lack ground truth, making alignment val-
idation highly subjective [57]. Additionally, relying on pre-
aligned sequences would inherently limit AlignAIR’s perfor-
mance to the accuracy of the pre-alignment tool. Simulated
datasets, however, provide known ground truths and allow for
thorough evaluation across diverse conditions, including high
mutation rates, indels, sequencing errors, and data corrup-
tions [58]. This simulation-based approach enables the mod-
eling of complex biological processes such as stochastic re-
combination, SHM patterns, and sequence trimming, all of
which pose challenges in real-world data. AlignAIR’s domain-
specific multi-task learning framework further addresses these
complexities, allowing it to maintain state-of-the-art perfor-
mance in allele assignment, segmentation, and productivity
classification, even in the most challenging cases.

Simulated sequences also offer an unbiased representation
of all V(D)J alleles, avoiding the biases of empirical datasets,
such as uneven allele distributions and platform-specific se-
quencing errors [14]. This unbiased distribution enables Alig-
nAlR to capture the complexity of AIRR-seq data, allowing
it to generalize across various repertoires and perform well
under diverse conditions [59].

While simulations offer a controlled and unbiased bench-
marking framework, real-world validation is essential to en-
sure AlignAIR’s robustness. Unlike previous alignment meth-
ods that rely solely on simulated or pre-aligned experimen-
tal data [9-13], we expanded our evaluation by incorporat-
ing a dataset that includes both genomic and matching AIRR-
seq data from the same individuals. This approach allows
us to assess AlignAIR’s performance in a more realistic set-
ting, bridging the gap between theoretical benchmarking and
practical application. It enables validation of AlignAIR’s per-
formance using high-confidence genomic annotations as the
ground truth, where it successfully recovered the majority of
expressed alleles while minimizing incorrect assignments. Al-
though this approach provides strong repertoire-level valida-
tion, it does not establish a direct sequence-level ground truth,
as genomic data reflect the overall genotype rather than the
precise origin of each AIRR-seq read. Future advances in ex-
perimental methodologies will enable more granular valida-
tion at the sequence level, further refining benchmarking ap-
proaches for AIRR-seq aligners.

For mutation modeling, we adopted the SSF framework
[5] due to its well-characterized mutability profile across 5-
mer motifs. We acknowledge, however, that SSF does not cap-
ture all SHM dynamics, particularly in cases with context-
specific mutational tendencies [60]. Testing a modified SSF
model with a 60% shift in mutational probabilities confirms
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that moderate changes in the mutation spectrum do not signif-
icantly affect AlignAIR’s performance. Future improvements
in SHM modeling or more comprehensive mutation models
could further refine our simulations and enhance AlignAIR’s
robustness.

AlignAIR’s model size—only 12 million trainable weights—
makes it resource-efficient and faster to train and deploy. This
compact architecture contrasts with large language models
and transformer architectures, which can contain hundreds of
millions to billions of parameters [61]. This efficiency makes
AlignAlIR accessible to labs and researchers with limited com-
putational resources while still maintaining high performance
in AIRR-seq alignment tasks without the overhead associated
with larger models (model prediction runtime benchmarking
can be seen in Supplementary Fig. S6).

While AlignAIR addresses many sequence complexities, on-
going advancements in immunogenetic understanding offer
new insights into receptor formation that could be integrated
into future simulations. For instance, incorporating double-
D recombination events [62] and refining junctional diver-
sity models for indel and mutation nuances [63, 64] will en-
hance AlignAIR’s relevance as sequencing technologies and
immunogenetic knowledge continue to evolve. Likewise, the
current indel model, while effective for common patterns,
is preliminary. Future development will expand it to handle
complex indel events, including those in specific contexts, such
as junctional diversity or platform-specific errors [65].

Our results show that the latent space learned by AlignAIR
retains substantial immunogenetic information, providing a
strong foundation for downstream tasks like antigen speci-
ficity prediction, clonotype clustering, and lineage tracing. Fu-
ture extensions to the model, such as amino acid support,
would enable the capture of biologically relevant features like
physicochemical properties influencing binding affinity and
receptor specificity, thereby broadening AlignAIR’s utility for
therapeutic antibody discovery and vaccine development.

The latent space also enables mapping allele variability
within and across species, supporting inference of novel al-
leles in minimally characterized repertoires [66, 67]. This fea-
ture is advantageous for species with incomplete allele refer-
ences, such as the rhesus macaque [68], allowing AlignAIR
to support comparative immunogenetic studies and insights
into cross-species immune variability. Informed by this latent
space, AlignAIR’s scoring system offers a probabilistic view
of allele relationships, thereby capturing the complexities and
nuances of immune receptor diversity.

This likelihood-based scoring offers a notable advance-
ment by accounting for the stochastic nature of V(D)J re-
combination and SHM. Unlike traditional aligners relying on
maximum likelihood estimates, AlignAIR’s probabilistic out-
put considers multiple possible alleles, each with a likelihood
score. This probabilistic model aligns with the randomness of
receptor generation processes, providing nuanced interpreta-
tions of sequence ambiguity.

Likelihood scores further capture uncertainties in align-
ment, especially when mutations, insertions, or deletions ob-
scure the true allele. Our results demonstrate a strong cor-
relation between likelihood scores and prediction accuracy,
underscoring their reliability. For example, when an allele’s
likelihood score reaches 70%, there is an ~70% chance of
correct assignment. This probabilistic approach informs more
accurate receptor alignment and supports insights into im-
munogenetic diversity and receptor evolution, underscoring
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the value of probabilistic over deterministic models in manag-
ing AIRR-seq data variability [69].

While specific germline and SHM parameters, such as the
SSF mutation model, limit the model’s generalizability across
distinct mutational landscapes, expanding AlignAIR’s training
to include additional biological contexts and platform-specific
biases could enhance its applicability. The methodologies de-
veloped for AlignAIR, particularly the multi-task framework
and simulation-based training, have broader applications in
bioinformatics [17, 70]. These approaches could be adapted
to alignment and classification tasks in fields such as genomics
and proteomics [71, 72], where complex sequence variations
pose similar challenges.

AlignAIR represents a significant leap in AIRR alignment
and analysis, integrating deep learning with simulation-based
training to deliver improved accuracy, deeper insights into se-
quence variability, and enhanced usability. While limitations
remain in handling indels and certain biological processes like
double-D recombination [62], future work will address these.
The model’s versatility, with planned expansions for TCRs,
amino acid support, non-human species, and allele mapping
capabilities, makes AlignAIR a powerful tool in the immuno-
genetics toolkit.
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